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�
ABSTRACT





This paper presents work performed at IRST on automatic telephone speech recognition. The work focuses on development and installation of some systems that allow delivery of automatic services over the telephone. In particular, both a collect call service, for continuous digit recognition, and a voice dialing by name system will be described. Both systems use phone-like units, first trained on wideband databases and then refined on telephone speech material collected at IRST. For each application, a test database was collected on field, on which results are given. A comparison between some techniques for increasing robustness with respect to channel and noise effects is included. Finally, research activities aimed at developing dialogue models will be summarized. 





I. INTRODUCTION





Telephone speech recognition started at IRST in late 1995 to extend existing technology, for continuous speech dictation, to telephone applications. Our approach [1] bootstraps Hidden Markov Models (HMMs) of phonetic units from filtered versions of wideband databases (APASCI, SPK); a retraining phase is successively carried out on telephone speech material collected at IRST, named PHONE, both to improve acoustic modeling and to introduce some spontaneous speech phenomena, like breaths, hesitations, coughs, etc. [4]. To collect PHONE, a system was designed that automatically performs a call to a previous advised speaker, asks for some information and records some utterances. These basically include digit sequences, acoustic sentences and confirmations. A start-end point algorithm detects the boundaries of the input signals, which is stored on disk together with the supposed transcription. A simple "yes/no" recognizer allows the user to control the call flow. All the speech material (more than 250 speakers) was manually checked. Acquired speakers allowed to obtain a good coverage of all Italian dialects.





This approach led to the development of a system [1], installed in December 1996 in an Italian telephone exchange, for delivering semi-automatic collect call services�. This system is capable of recognizing continuous digits as well as sentences for the confirmation (or the refusal) of the calls. In this last case the system can handle many expressions, clearly meaning confirmation or refusal, and reject all others. A speech database was collected during system usage and performance was evaluated.





A further activity, with the purpose of covering a larger number of applications with IRST technology, is being refined. In particular, a set of phone models was trained using phonetically balanced databases designed and collected at IRST. A telephone recognizer for small / medium vocabularies was developed and installed in the headquarters of a Bank in Trento. It can recognize the names of all the employees of the Bank and of all the branches. The system behaves as an automatic operator and is presently used only by Bank employees. Also in this case, speech signals and statistics were (and are presently) collected for evaluation.





The request for systems capable of handling natural interactions in an automatic way is a strong request by the market for computer telephony applications. To cope with this task speech technology should evolve to become more robust for different environments, transmission channels, and different usage modalities. In particular, systems should behave reasonably even if users interact in unforeseen ways (e.g. they ask things in some ungrammatical or strange way, they use out-of-vocabulary words, they don’t know what to ask precisely, etc.). For these reasons the development of robust and portable dialogue models is necessary.





II. SYSTEMS AND FIELD TESTS





In 1996 the automatic speech recognizer for a couple of services (named 170 and Italy Direct) for Telecom Italia, which basically handle collect call redirection, was built. In these systems the recognition of digit sequences as well as confirmations are needed. The main difficulty is related to most calls being very noisy, as they often come from public phones. To evaluate (and improve) the system, a database of incoming calls, named FIELD, was collected [1]. A subset of this database, composed by continuous digit sequences, is used as test and will hereafter be called DigitField. It contains 488 digit sequences containing 4624 digits, with an average length of about 9.5 digits per sequence. Recognition results on this test will be expressed in terms of word accuracy.





In 1997 worked concentrated on a recognizer for the development of systems having user programmable vocabulary (basically menu driven inquiry systems). Our speech recognition technology was integrated into the Infovox system (by Alceo S.R.L.), an environment that allows developing computer telephony applications by means of a graphical interface. An example of application is the voice dialer by name built for Caritro, a Bank in Trento, activated in December 1997. The system can recognize the names / surnames of all Bank employees (about 600) and branches (about 100), and performs a transfer call after a confirmation by the user. At present, the system was installed in the headquarters of the Bank and is only used by Bank employees. Some grammars were also built to handle different ways of asking for people or branches to be connected to. Some examples are: “I want to speak to Mr. John Smith”, “hello could you give me Mr. Smith?”, “could I talk to Mr. Smith?”, “Smith John, please”, etc. During the confirmation step, if the caller does not say something clearly meaning “yes” or “no”, rejection can also be done. Data acquisition is under way both to evaluate and improve performance. At present, a first test set named Caritro was defined. It consists of 773 speech samples, each one corresponding to a valid name / surname or branch. Recognition results involve only the semantic part of each sentence, i.e. name / surname or branch; other words are not considered during evaluation.





III. PARAMETERS





The recognizer utilizes a set of phonetic units represented by continuous density Hidden Markov Models (HMMs). A special set of models is used for the recognition of the digit task. The HMM parameters are first estimated on some clean speech databases and then a retraining phase is carried out on telephone speech corpora. The clean speech databases are band filtered versions (between 300 Hz and 3700 Hz) of the APASCI corpus [5] (which contains phonetically balanced sentences) and of the SPK corpus (which contains continuous digit utterances). The telephone corpora [1,4] were collected at IRST to improve model robustness for both noise and channel effects. Furthermore some new models for taking into account various extra linguistic phenomena, like breaths, coughs, hesitations, isolated laughs, etc., are introduced in the retraining phase. In the experiments reported below different features and noise and channel compensation techniques are evaluated and compared.


The spectral analysis is performed by means of a Hamming window, having length 20 ms, at a rate of 10 ms. For each speech frame the basic acoustic features are Cepstral Coefficients resulting from Linear Prediction analysis. More specifically, 12 Linear Prediction Cepstral Coefficients (LPCCs) [6] are evaluated from a set of Linear Prediction Coefficients (LPC) derived by means of an autocorrelation analysis of order 12. The log-energy (En) of the frame is also computed and added to the feature vector, thus obtaining a vector of dimension 13. Then, two other different types of features are evaluated and separately added to the basic vector, namely:


the standard first and second order time derivatives (in the following this feature set will be called ([1,2]);


the first two coefficients of the Temporal Discrete Cosine Transform (TDCT) applied to a sequence of 9 frames of the basic vector. This transformation is evaluated as follows. If lpcci(t) is the sequence of cepstral coefficients, where t represents the time frame and i is the index of the feature vector components, then the TDCT expansion over T frames provides the new set of parameters:


� INCORPORA Equation.2  ���


� INCORPORA Equation.2  ���� S=p �


In the equation above k represents the TDCT order and, as previously seen, it varies from 1 to 2 in our case. After the computation of the TDCT the number of components of the basic vector becomes triple (it passes from 13 to 39) as if the usual first and second order time derivatives was used. In [2] the TDCT transform is claimed to provide acoustic features more robust with respect to the usual time derivatives. Finally, hereafter, the feature set extended with the TDCT will be called TDCT[1,2]. 





Some techniques for increasing robustness for channel effects were compared. In particular results are reported for: 


Cepstral Mean Subtraction (CMS): in this case the mean of the cepstral vectors, along the whole utterance, is subtracted to the cepstral coefficients of the feature vector, while the maximum of the energy is subtracted to the energy component (note that CMS requires waiting until the end of the sentence before the recognition phase can start).


RASTA processing: a high pass filter is applied to all the components of the feature vector. The equation for the filter follows [7]:


           � INCORPORA Equation.2  ���





Hence, the delay before starting the recognition step is only equal to the length of the filter (4 frames in our case). The high pass filtering of the cepstral trajectories corresponds to reducing slowly time variations, caused by the channel, in the basic feature vectors.


Moving Window (MW): in this case cepstral mean subtraction, or maximum subtraction for the energy parameter, is performed on a window shorter than the utterance length, typically from 50 to 100 frames, that is shifted along the utterance itself. In this case, the delay before starting recognition is determined by the window length.





Future activities will focus on the usage of Maximum Likelihood Linear Regression (MLLR) techniques for channel compensation [8] (essentially, cepstral bias removal) and on the development of dynamic features, similar to the ones derived by means of the TDCT, to be used alternatively or in conjunction with time derivatives.


In the experiments reported below results are given for each one of the proposed feature sets and normalization techniques. 





IV. RESULTS





In Table 1 results are reported for the task Caritro, while in Table 2 results are given for the task DigitField. Both tables report performance in terms of percentages of word accuracy. Table 2 provides also the percentages of word insertions and word deletions (the grammar used for the recognition of the utterances of task Caritro does not allow either insertions or deletions). 








Parameters�
WA�
�
LPCC+En+([1,2]�
CMS�
93.8%�
�
LPCC+En+([1,2]�
MW 50�
89.1%�
�
LPCC+En+([1,2]�
MW 100�
92.5%�
�
LPCC+En+([1,2]�
MW 200�
93.4%�
�
LPCC+En+([1,2]�
RASTA�
88.3%�
�
LPCC+En+TDCT[1,2]�
CMS�
93.1%�
�
LPCC+En+TDCT[1,2]�
MW 100�
92.2%�
�



Table1: Recognition performance for the task Caritro, expressed in terms of Word Accuracy.








Parameters�
WA�
INS�
DEL�
�
LPCC+En+([1,2]�
CMS�
97.1%�
0.5%�
1.2%�
�
LPCC+En+([1,2]�
MW 50�
95.4%�
0.8%�
1.8%�
�
LPCC+En+([1,2]�
MW 100�
96.4%�
0.6%�
1.5%�
�
LPCC+En+([1,2]�
MW 200�
96.7%�
0.6%�
1.3%�
�
LPCC+En+([1,2]�
RASTA�
95.8%�
1.0%�
1.4%�
�
LPCC+En+TDCT[1,2]�
CMS�
97.0%�
0.4%�
1.2%�
�
LPCC+En+TDCT[1,2]�
MW 100�
96.4%�
0.4%�
1.7%�
�



Table 2: Recognition performance for the task DigitField.





In both tasks there is a slight decrease in word accuracy when using TDCT instead of time derivatives. These results do not confirm the conclusions reported in [2], where the TDCT is used for the recognition of an isolated digit task. This could depend on using phone like units instead of word models as in [2]. Hence, the TDCT seems to be less effective in representing the temporal structure of cepstral trajectories. Best performance is reached when channel normalization is done with Cepstral Mean Subtraction, even if the mean is evaluated on a short moving window (MW 100 corresponds to 1 s). In this last case, the delay before the recognition step can start is quite small, while performance is better than using other real-time channel normalization methods, such as RASTA processing.





V. WORK IN PROGRESS





In 1998 work began on a dialogue architecture for information access in restricted domains. Our goal is to build a prototype that allows for a mixed initiative dialogue, and to use this first prototype to collect data to evaluate and improve the system. The idea is to use the dynamic language models described in [3], in which basic concepts are modeled by some grammars (either regular or context-free), which can be combined, run-time, to form a bigger language model to be used for the recognition of a complete sentence. The output of the recognizer is the best word sequence constrained by the active language, according to the Viterbi alignment. Furthermore, words belonging to a subgrammar can be labeled and easily extracted from the stream. In this way there is no need for a subsequent parser, because the relevant information is already labeled, and only some minor text processing is required (for example for dates and hours). As an example, a string returned by the recognizer could be:





(( @BG (SAL( buongiorno )SAL) (( vorrei andare a (ARRCITY( napoli )ARRCITY) )) (( @BG partendo da (STARTCITY( venezia )STARTCITY) )) (( (( @BG )) (STARTDAY( (( @BG )) (SIMPLE( domani )SIMPLE) (( @BG )) )STARTDAY))) (( (STARTHOURS( (( primo pomeriggio )) )STARTHOURS) )) )) @BG 





(Hi, I would like to go to Naples starting from Venice tomorrow in the early afternoon) where each pattern of type “(LABEL( ... )LABEL)” identifies the words belonging to a particular subgrammar. At this point it is easy to extract the relevant information in order to build a confirmation sentence like:





“vuole partire da venezia e arrivare a napoli e partire tra le 13 e le 16 il giorno sabato 18 luglio?” (do you want to leave from Venice and arrive in Naples and start between 1 PM and 4 PM on Saturday July, 18?)





Each basic information can be associated to a label, to a grammar, possibly to a procedure for some text processing, to some vocal prompts and to some other information. For instance, the arrival hour in a hypothetical train timetable information system could have the following structure:





slot�
value�
�
name�
arrival_hours�
�
prompt_request�
dica quando vuole arrivare


say when you want to arrive�
�
prompt_confirm�
arrivare_VRB RES


arrive_VRB RES�
�
grammars�
arrival_hours�
�
id�
ARRHOURS�
�
process�
hours�
�
check�
optional�
�



The grammar arrival_hours could be built to allow the recognition of any basic information (departure city, departure hour, departure date, arrival city, arrival hour, arrival date, etc.). A higher probability could be assigned to concepts more often expressed by real users when the dialogue manager uses this prompt_request. Some grammar examples are shown in Figure 1.
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Figure 1: Some grammar examples. Each arc can be a word, an empty transition or a link to a grammar.





The process hours should elaborate the words between the labels (ARRHOURS( and )ARRHOURS) in the output string. The slot check could be useful for the dialogue manager, which could explicitly ask for this particular information only in some situations. The prompt_confirm slot could be used to build a confirmation sentence.


The portability to different domains should take advantage of a number of basic grammars (date, hours, numbers) being built just once and reused in different applications. Research topics will be mainly related to the insertion of language model probabilities into the hierarchical grammar structure, to the robustness of the speech recognizer, to the identification of some confidential score that could be effective in reducing the need for explicit confirmation in some cases.
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� For the training of this system we also used the digit sequences of the training part of SIRVA, collected by CSELT.
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